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1. INTRODUCTION

Object detection, the task of detecting a specific object or a
class of objects within an image, is an essential process in
many computer vision and image processing applications.
Recently, the development of powerful mobile processors,
object detection has been also widely embedded in battery-
powered devices such as digital camera and mobile phones.
In applications that target those devices, especially when in-
put images with high resolution are involved, special hard-
ware systems to perform object detection and achieving low
power consumption is of paramount importance.

In this work, an object detection framework based on Vi-
ola and Jones method targeting a Field-Programmable Gate
Array (FPGA) is proposed. The proposed framework con-
tains multiple processing elements (PEs) connected in a chain
which allows dynamic workload balancing with minimum
overhead. Moreover, when power consumption minimisa-
tion is targeted, a number of PEs are switched on/off depend-
ing on the dynamics of the environment in order for the sys-
tem to maintain the minimum user specifications (e.g. frame
rate) while minimising the power consumption, by dynami-
cal allocating the workload among the PEs.

2. VIOLA AND JONES ALGORITHM

In [1], Viola and Jones proposed an algorithm for object de-
tection, with a special application on face detection, which
has been widely used by many researchers and practitioners
from the image processing community. The proposed algo-
rithm can achieve an adequate performance using a standard
PC maintaining a high detection rate. The key characteristic
of the algorithm is that is based on a chain of classifiers with
increasing complexity. As such, when an image needs to be
classified as whether it contains an object of interest or not,
only a subset of the classifiers needs to be applied. Thus,
image patches that do not resemble a human face will be
discarded early on by the system, where image patches that
have a closer resemblance to a human face will need to be
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Fig. 1. Viola-Jones classifier chain

processed by more classifier stages. An image patch is clas-
sified to contain a human face, when it passes through all the
classifiers in the chain. Fig. 1 shows a typical Viola-Jones
classifier chain consisting of three stages.

The training and the classification stages usually con-
sider images with size 20 × 20 pixels. In order for the sys-
tem to be able to detect faces with larger sizes, a pyramidal
structure of the input image at various scales is usually con-
sidered.

3. FRAMEWORK

The top level architecture of the proposed framework is il-
lustrated in Fig. 2. The framework consists of three pre-
processing units (IIG, IIsG and LC) and multiple process-
ing elements (PE). The input images, which are stored in a
memory buffer, are transmitted to pre-processing units where
the integral image and the parameters for lighting condition
(LC) are generated. Each candidate image (with the size
of a scanning window) has a particular integral image and
corresponding parameter of lighting condition. These data
are passed to the following PEs for further processing. Each
PE is responsible for a part of stages from the entire clas-
sifier chain described in Fig. 1. It consists of three compo-
nents, RAM block 1 (RB1) that stores the data of integral
image; RAM block 2 (RB2) that contains the parameters of
the classifier which are pre-loaded off-line; calculating unit
(CU) which collects data from both RAM blocks together
with the parameters of LC and performs the classification
process.



The candidate images are passed from one PE to the
next. If a PE decides that the image does not contain a face,
the image patch is dropped and it is not passed to the next
PE. Detection of a face is confirmed when a candidate image
passes through all PEs successfully. As a result, an image
that contains only a small number of faces implies that the
PEs responsible for performing the classification of the late
stages are seldom accessed and vice versa.

One of the key characteristics of the proposed architec-
ture is that the RB2s and CUs are connected in such a fash-
ion that every two adjacent CUs have individual access to an
RB2. In other word, the content within each RB2 is shared
by two adjacent CUs. As a result, any stage of classification
can be processed by one of the two CUs that are connected
to the RB2, which enables a workload distribution without
the need to store the set of classifiers multiple times. For
example, data of stage 1 to 4 is stored in RB2-alpha which
is shared by CU-A (of PE-A) and CU-B (of PE-B). It is pos-
sible to configure the device so that stage 1 is processed by
CU-A while CU-B is in charge of stage 2 to 4. Similarly, all
four stages can be processed by CU-A leaving CU-B idle.

The workload distribution is decided based on the us-
age of PEs for the previous input frame. The usage is col-
lected and processed by the host computer which updates the
configuration parameters of the framework in each frame.
In this way, in frames that do not contain any face and re-
quire limited computational power, some of the PEs will be
configured so as to not process any stage by allocating the
workload to the adjacent PEs. Since each RB2 is shard by
two PEs, a maximum of half PEs can be ’switched off’ for
power-saving.

4. PERFORMANCE EVALUATION

A framework containing two PEs has been implemented us-
ing Altera Stratix IV FPGA. 16643 Combinational ALUTs,
11136 Dedicated logic registers, 35 18-bits DSP blocks and
a total of 1963221 bits RAM blocks are utilized. As input
to the system, two 200× 200 input images that include two
and eight faces respectively were used. Both input images
are scaled down by a factor of three using a scaling factor of
two. Two sets of tests are conducted for the following cases.
In the first case, the 22 stages of classification are processed
by both PEs with each PE doing 11 stages. In the second
case, PE-1 processes all stages leaving PE-2 idle all the time.
The results of the test are shown in Fig. 3. It is noticed that
the performance of dual PEs is higher than single PE, which
is expected as in the former case the total workload is shared
by two. Moreover, the improvement in the performance by
using the second PE is not 100%. This is due to the fact that
not all the candidate windows proceed to the next PE since
they are dropped off by the first PE of the classifier chain. As
more face-like objects are contained in the input image, as in
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Fig. 2. Top-level architecture

the second case, more candidates will proceed to the second
PE so that the performance improvement shall be enhanced
as shown in Fig. 3. The results demonstrate that potential
of the dynamic workload allocation in terms of power con-
sumption and achieved performance (i.e. frame-rate).
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Fig. 3. Achieved frame-rate for 200× 200 input images.


